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The basal ganglia in reward and 
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Bradley B. Doll and Michael J. Frank
Department of Cognitive and Linguistic Science and Department of 
Psychology, Brown University, 190 Thayer St., Providence, RI 02912-1978

Abstract
The basal ganglia (BG) are implicated in a wide variety of motor and cognitive behaviors, 
making it difficult to extract a unifying function of these brain structures. We review a series 
of neurocomputational models that focus on the action selection and reinforcement learning 
functions of the BG, and their modulation by dopamine, as constrained by a broad range of 
data. We begin with the “basic” model, which forms the core mechanism for later appended 
models including the roles of norepinephrine, cognitive and affective components of prefron-
tal cortex, and the interaction between verbal instructions and reinforcement learning. We 
further review experiments designed to test model predictions as a function of disease, medi-
cations, genetics, and behavioral manipulations. Abstract mathematical models that have 
been used in conjunction with these accounts are also discussed.

Key points
1. Separate “Go” and “NoGo” neuronal populations within the striatum represent 

positive and negative values of actions, with their relative difference determining the 
probability that an action is selected.

2. These populations learn from positive and negative decision outcomes via dopamin-
ergic modulation of D1 and D2 receptors.

3. The subthalamic nucleus (STN) additionally modulates the overall decision threshold 
in proportion to response/reinforcement conflict, and prevents impulsive choice when 
multiple actions are potentially rewarding.

4. Human experiments support these assertions: Go and NoGo learning are oppositely 
affected by dopaminergic manipulation, whereas STN stimulation leads to impulsive 
high-conflict decisions.

5. Appended models include the roles of cortical norepinephrine (NE) for adapting the 
exploration versus exploitation trade-off, and prefrontal cortical regions for main-
taining reward and goal-directed information in working memory.
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19.1 Introduction
In recent years, computational models of learning and decision making have become 
increasingly prevalent in psychology and neuroscience. These models describe brain 
function across a wide range of levels, from highly detailed models of ion channels and 
compartments of individual neurons [1], to abstract models that focus on the cognitive 
machinations the brain appears to produce [2]. Here we focus on the ground gained 
through the use of neural network models that fall in the middle of this range, constrained 
by both implementational and functional considerations. These models seek to uncover 
how learning at the cognitive level arises from core biological principles of the brain, in 
terms of neuronal function and systems-level interactions between multiple brain areas.

We discuss a series of interrelated models of corticostriatal circuits, the development 
of which was constrained by a variety of data on multiple levels of analysis, from physi-
ology to behavior. The models have been successful in predicting behavioral outcomes 
resulting from manipulations of basal ganglia (BG) functionality via medications, dis-
eases, disorders, and genetics. We also discuss how core computational principles can 
be extracted from complex neural models to develop simplified models in abstract math-
ematical form, which in turn can be quantitatively fit to behavioral data to test specific 
hypotheses. Such models are also useful for deriving best-fitting model parameters to cor-
relate with biological signals (e.g., as in functional neuroimaging; see Chapter 10), which 
can be used for further refinement and development of mechanistic principles.

19.2 BG circuitry and function
The basic network model we describe captures the action selection function of the BG 
[3–5]. This assembly of deep brain structures receives multiple candidate behaviors from 
cortex, and performs a critical organizational task by “gating” the most appropriate 
response while suppressing competing responses [6]. The striatum (including the caudate, 
putamen, and nucleus accumbens) receives this input and projects output to the globus 
pallidus (and substantia nigra), which in turn projects to the thalamus [7]. The thalamus 
projects back to cortex, completing the corticostriatal loop. The anatomy of these struc-
tures facilitates action selection along the “direct” and “indirect” pathways which facili-
tate and inhibit response execution, respectively [8,9]. Many updates to this anatomy 
have been provided since the basic Albin et al. [9] functional model was conceived (see 
Chapter 1), many of which are incorporated in the network models we describe below. 
Nevertheless, the basic segregation of direct and indirect pathways remains a fundamen-
tal aspect of many contemporary models and has enormous support.

The effects of striatal activity at the thalamus differ between the direct and indirect path-
way by an additional synapse along the indirect pathway. In the direct pathway, striatal 
activity inhibits the internal segment of the globus pallidus (GPi), which tonically inhibits 
the thalamus (Fig. 19.1A and 19.1B). Thus, direct pathway activity disinhibits the thalamus, 
allowing an action to be executed. Along the indirect pathway, striatal projection neurons 
synapse at the external segment of the globus pallidus (GPe). Because the GPe sends inhibi-
tory projections to the GPi [10], striatal inhibition of the GPe allows the tonic activation of 
the GPi to rise, further inhibiting the thalamus. Anatomical evidence suggests that these stri-
atal projections to GPi and GPe constitute independent “subloops” within the circuit [8].

The counteractive effects of the two pathways constitute the core mechanics of the 
action selection faculties of the BG. The multitude of independent subloops to and from 
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Figure 19.1 (A) Functional anatomy of the BG circuit. In addition to the classic “direct” and “indi-
rect” pathways from striatum to BG output nuclei originating in striatonigral (Go) and striatopall-
idal (NoGo) cells, respectively, this updated architecture features focused projections from NoGo 
units to GPe and strong top-down projections from cortex to thalamus. Further, the STN is incorpo-
rated as part of a hyperdirect pathway, receiving inputs from frontal cortex and projecting directly 
to both GPe and GPi. (B) Neural network model of this circuit, with four different responses repre-
sented by four columns of motor units, four columns each of Go and NoGo units within striatum, 
and corresponding columns within GPi, GPe, and thalamus. In this updated model, fast-spiking 
GABA-ergic interneurons (-IN) regulate striatal activity via inhibitory projections. (C) Probabilistic 
learning, simulating the challenging probabilistic classification “weather prediction” task. Models 
with simulated PD were impaired at learning to resolve complex probabilistic discriminations  
[153], as were models without the indirect NoGo pathway, or with only nonspecific “Global” NoGo 
representations. (D) Model probabilistic reversal learning. Simulated medication, via partial block-
ade of DA dips, led to selectively impaired reversal, as seen in medicated patients [11]. See Plate 21 
of Color Plate section.
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different cortical regions allows a single action to be executed, while all other candidate 
actions are suppressed [6]. Dopaminergic nigrostriatal projections affect this selection 
process synergistically, as dopamine (DA) excites cells in the direct pathway while inhib-
iting those in the indirect pathway.

A great deal of research has shown phasic increases in striatal DA upon the appearance 
of unpredicted rewards (positive prediction errors), and, more controversially, phasic 
decreases when predicted rewards are not received (negative prediction errors) [12,13]. 
For simplicity, we do not focus our discussion here on mechanisms upstream of the DA 
system, which include the amygdala, ventral striatum, and other structures (see Chapter 
1 and O’Reilly et al. [14] for a model). In reinforcement learning theory, these structures 
would all contribute to the “critic” [15], that is, the Pavlovian association of environ-
mental state with value [16]. Instead, given that these phasic DA signals are computed, 
our models focus on how they drive learning and choice in the downstream “actor.”

Phasic DA signals differentially affect activity in the direct and indirect pathways via 
the excitatory effects of DA at D1 receptors and the inhibitory effects at D2 receptors. 
While D1 receptors are most prevalent in the direct pathway, D2 receptors predominate 
in the indirect pathway [17–19]. This localization supports the facilitatory role of DA 
in action selection, where increases activate the direct pathway and inhibit the indirect 
pathway [20] and decreases of DA have the opposite effect [19,21].

In addition to modulating activity in the BG, DA also drives learning in the form of 
synaptic modification in the corticostriatal pathway. Evidence indicates that the presence 
of DA facilitates long-term potentiation (LTP) at D1 receptors and long-term depression 
at D2 receptors [22,23]. Our model described below also predicted that during nega-
tive prediction errors associated with DA dips [12,13,24,25], there would be LTP in D2- 
containing neurons in the indirect pathway [21]. Recent studies support this basic 
assumption of the model, showing that whereas synaptic potentiation in the direct path-
way is dependent on D1 receptor stimulation, potentiation in the indirect pathway is 
dependent on a lack of D2 receptor stimulation [26].

19.2.1  From motor to cognitive actions

Though classically thought to organize motor behaviors, evidence suggests that this 
action selection mechanism also facilitates cognitive homologues of motor acts such as 
decision making and working memory updating [4,5,21,27–29]. Decisions in psychology 
experiments, like decisions in life, ultimately reduce to discriminations between available 
behaviors: whether to press the left button or the right button when confronted with 
a particular stimulus in a particular context; whether to devote time to writing a grant 
proposal, or spend it conducting experiments. Similarly, internal behaviors must be cho-
sen among: whether to continue to maintain current contents of working memory, or to 
update with new incoming stimuli; whether to continue focusing on this chapter while 
screening out less relevant background information, or to attend to the song on the radio 
and update working memory with the artist’s name so you can download it from iTunes. 
The BG mechanisms we outline here allow the brain to pick between these options.

19.3 Basic model
Though the modified models we describe below feature added structures, all share the 
same core action selection gating structure of the BG, consistent with the existence of 
multiple parallel loops linking BG with different parts of frontal cortex [7]. Here, we 
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describe how the basic model maps onto the biology of the BG before turning to novel 
model predictions and their recent empirical support.

The network models (Fig. 19.1B) are implemented in the Leabra neural simulation 
framework [30]. Membrane potentials are simulated via differential equations as a 
function of ionic excitation, inhibition, and leak conductances. A “point neuron” acti-
vation function is used to approximate the integrated membrane potential of the neu-
ron and convert it to a single rate-coded activation of the network units with a function 
that approximates that produced by spiking units1. Learning is simulated via changes in 
synaptic connection strengths among units in the network via Hebbian and contrastive 
Hebbian principles. Finally, the effects of DA are simulated by modulating relative Go 
and NoGo activity in the striatum. For mathematical details of the models, please refer 
to the appendices of Frank [21,31].

The basic BG model is based on the classical direct/indirect pathway model described above, 
but also includes several anatomical and physiological updates, and explores their dynamics 
during action selection (within a trial) and as a function of learning/plasticity (across trials). 
See Cohen and Frank [32] for a detailed discussion of other aspects of BG physiology not dis-
cussed here, including the roles of striatal interneurons and other anatomical projections.

The BG model [21] features simulated layers for core structures in the corticostriatal 
loop (striatum, GPe, GPi, thalamus, premotor cortex, and substantia nigra; Fig. 19.1B). 
Parameters of the units in these various layers are tuned to match the general properties 
and excitability of those in the corresponding brain regions (see Frank [31], for param-
eter values and biological correspondence). Input is received into the BG system via the 
sensory cortex, and output is produced at the motor cortex. While simpler models might 
be developed to describe the learning functions of the BG, inclusion of these various lay-
ers affords a view into how their interaction produces a dynamic feedback control system 
for selecting among multiple alternative actions.

By experiencing phasic dopaminergic feedback the basic model can learn the statistics 
(probabilities of reward for each stimulus–response mapping) of a number of task envi-
ronments [21,33]. In such environments, an input stimulus appearing in sensory cortex 
activates units in premotor cortex prior to striatum, in accordance with physiological evi-
dence [6,34,35]. Activity directly induced in the premotor cortex is insufficient to execute 
a response, and requires additional “bottom-up” support from the BG by way of the tha-
lamus to drive response activity above threshold. Striatal units receive sensory input pro-
jections together with information about activated cortical motor representations, and 
can then evaluate whether or not to “gate” the response currently being considered [21]. 
Activation of striatal “Go” units in the direct pathway results in inhibition of the GPi, 
which releases the thalamus from tonic inhibition and allows a given premotor cortical 
response to surpass threshold. Simultaneously, other responses are suppressed by acti-
vation of striatal “NoGo” units in the indirect pathway. This activity has an opposing 
effect via an extra inhibitory synapse through GPe before projecting to GPi [10], thereby 
preventing the execution of the corresponding response.

Following response selection, the model receives positive or negative feedback depend-
ing on its choice and the programmed task contingencies. The critical components of 

1Note that this rate-coded simplification is used in the majority of our simulations, but spiking units can 
also be incorporated into the model, without a loss of generality. Preliminary simulations with spiking 
units, though noisier, are consistent with the rate-coded results we discuss in this chapter. Future work 
will incorporate these biological details, allowing more detailed examination of spike-timing dependencies 
(e.g., in plasticity [26]).
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this feedback are the phasic DA bursts and dips which accompany positive and negative 
feedback, respectively. Bursts of simulated DA drive positive weight changes between the 
stimulus representation in sensory cortex and Go units, just as DA has been shown to 
facilitate LTP in corticostriatal synapses via D1 receptors [22,26,36–38]. These weight 
changes increase the efficacy of the input stimulus in eliciting the same Go unit activity 
the next time it is encountered. In complement, DA dips accompanying negative feedback 
increase activity of NoGo cells due to the removal of inhibitory effects of DA at D2 recep-
tors [21,26]. This increases the efficacy of the stimulus in eliciting the same NoGo unit 
activity the next time it is encountered. By these complementary learning mechanisms, 
the model learns to select stimulus–response conjunctions that have a high probability of 
yielding reward, and to avoid those with a low probability of reward. In addition to this 
DA-dependent learning, the model learns along the direct sensory to motor cortex projec-
tion. This relatively slower learning ingrains repeatedly selected actions as “habits,” and 
becomes increasingly independent of BG activity over time [21,39,40].

On the surface, parallel Go and NoGo pathways appear superfluous. Either path 
on its own should be sufficient to learn which behaviors are the most advantageous in 
any environment (e.g., by simply facilitating the action with highest Go activity). This 
ostensible redundancy may, however, belie an adaptive choice mechanism. By simultane-
ously learning positive (Go) and negative (NoGo) probabilistic associations, the contrast 
between the two can be enhanced beyond what either pathway would learn on its own, 
making the discrimination easier [32], and resulting in better probabilistic discrimination 
when both pathways are included (Fig. 19.1C) [21]. Further, the independence of these 
pathways may actually enhance adaptive responses in complex environments. Suppose a 
specific response is rewarding in most contexts but punishing in other similar contexts. 
By learning NoGo associations that link the specific aspects of the negative context to 
the response, aversive outcomes can be avoided without unlearning the Go associations 
which are adaptive in other contexts. In the absence of these dual pathways associations 
would have to be relearned each time the environment changed.

19.4 Empirical support for basic model
The basic model, having been built to account for existing cognitive and physiological 
data [21], generated a number of predictions subsequently supported by experiments 
[41–43]. These experiments reinforce the notion that DA dips and bursts drive Go and 
NoGo learning in probabilistic environments. They also indicate that separable mecha-
nisms govern learning from positive and negative feedback.

To test the model predictions, a probabilistic selection task was designed, in which 
participants repeatedly choose among three different forced-choice stimulus pairings and 
receive probabilistic positive and negative feedback (Fig. 19.2A). Upon attaining suffi-
cient accuracy on the individual training pairs, participants are then tested with a novel 
transfer phase in which all possible pairings of stimuli (some having been rewarded more 
often than others) are presented without feedback. In this test phase, preference for the 
most reliably rewarding stimulus is a measure of Go learning. Conversely, avoidance of 
the most reliably punishing stimulus is a measure of NoGo learning.

If Go and NoGo learning are indeed dissociable, and driven by the differential effects 
of DA at D1 and D2 receptors as the model suggests, changes in tonic and phasic DA 
induced by drugs or pathology in humans should produce learning changes similar to 
those produced by changes in simulated DA in the model. Indeed, in the probabilistic  
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Figure 19.2 (A) Example stimulus pairs (Hiragana symbols) used in the probabilistic selection task, 
intended to minimize verbal encoding. One pair is presented per trial, selection results in the prob-
abilistic positive/negative feedback shown. At test, all combinations are serially presented and no 
feedback follows choice. (B) BG model predictions for PD patients in this task, showing relative Go 
and NoGo striatal activation states when presented with stimulus A and B respectively. Error bars 
reflect standard error across 25 model runs with random initial weights. (C) Test performance in 
PD patients and healthy senior controls where choosing A depends on having learned from positive 
feedback, while avoiding B depends on having learned from negative feedback [41]. (D) Replication 
in another group of patients, where the most prominent effects were observed in the NoGo learning 
condition [45]. (E) Similar results in healthy participants on DA agonists and antagonists [42] and 
(F) adult ADHD participants on and off stimulant medications [44].
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selection task, low levels of striatal DA were associated with impaired Go learning, 
but, if anything, enhanced NoGo learning, whereas DA levels tonically elevated by DA 
medications produced spared or enhanced Go learning, but caused substantial deficits 
in NoGo learning [41–46]. Below, we elaborate how these effects are borne out in the a 
priori model that motivated the experiments in the first place, and their implication for 
Parkinson’s disease (PD) and related disorders.

19.4.1  PD and medication effects

PD is marked by the death of dopaminergic cells in the substantia nigra [47]. The result-
ing reduction in DA produces the rigidity and quiescence characteristic of the disease. PD 
patients are typically treated with DA replacement medication, such as l-dopa, a DA pre-
cursor which elevates spike-dependent phasic DA release [48–51]. It is at present unclear 
whether l-dopa also elevates tonic DA levels. While this treatment alleviates motor symp-
toms, over time it often produces unintended motor tics called dyskinesia. Curiously, 
some PD patients also develop decision-making problems (such as pathological gambling, 
hypersexuality, compulsive medication consumption, etc.) when taking such medication 
[52,53]. Simulations of increased and decreased DA levels in the model offer clarification 
of the mechanisms underlying these behavioral changes in patients.

In the model, PD was simulated by reducing the number of intact DA units in the sub-
stantia nigra, and hence both tonic and phasic DA levels. This reduction decreases learn-
ing along the direct/Go pathway, due to decreased D1 stimulation, but actually increases 
learning along the indirect/NoGo pathway [21]. The latter enhancement of NoGo learn-
ing is a product of the D2 receptor disinhibition that results from DA reduction. In the 
healthy brain, DA dips are phasic and accompany negative prediction errors. In contrast, 
PD results in abnormally low tonic levels of DA, which causes hyperexcitability in NoGo 
cells [19,54]. Via simple Hebbian principles, the resulting increased activation leads to 
enhanced potentiation of corticostriatal NoGo units [21]. Both of the above posited 
effects – reduced Go/D1-dependent synaptic potentiation together with elevated NoGo/
D2-dependent potentiation – were recently confirmed experimentally in a mouse model 
of PD [26]. This mechanism was sufficient to simulate the relatively enhanced learning 
from negative feedback in non-medicated human Parkinson’s patients (Fig. 19.2B–19.2D) 
[41,45].

Although the majority of early cognitive studies in PD tested medicated patients, it is 
now clear that medication status is a major factor, as it improves some aspects of cogni-
tion while impairing others [11,21,51]. Chronic administration of l-dopa (the main DA  
medication used to treat PD) has been shown to increase expression of zif-268, an imme-
diate early gene that has been linked with synaptic plasticity [55], in striatonigral (Go), 
but not striatopallidal (NoGo) neurons [56]. In the models, DA medication is simulated 
by increasing DA levels (both tonic and phasic). Because delivery of the pharmacologi-
cal drug cannot account for time periods in which DA levels should be low (i.e., during 
negative prediction errors), their continual stimulation of D2 receptors leads to inhibition 
of the NoGo pathway and concomitantly impaired NoGo learning [21]. Again, direct 
physiological evidence for this mechanism was recently reported, whereby D2 receptor 
stimulation eliminated synaptic potentiation in the NoGo pathway [25]. Simulations 
revealed that these effects were sufficient to produce relatively enhanced positive feed-
back learning but impaired negative feedback learning, as in medicated human patients 
[41,45] (Fig. 19.2B). Moreover, this same mechanism was originally simulated to 
account for impaired probabilistic reversal learning in medicated patients (Fig. 19.1D) 
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[11,21], an effect later confirmed to be due to impaired learning from negative prediction  
errors [43].

These findings are not restricted to the relatively extreme case of PD. Even in healthy 
aging, striatal dopaminergic function declines [57–60], accounting for many cognitive 
deficits seen in older age [61,62]. Nevertheless, according to the model, low levels of 
striatal DA should actually facilitate probabilistic NoGo learning, as in PD. Indeed, it 
was found that those older than 70 years of age show relatively improved NoGo learning 
compared with adults between 60 and 70 years of age [63].

Thus far, the majority of work undertaken to test model predictions has utilized forced 
alternative choice task paradigms, providing mechanisms for how specific decisions are 
made. However, the same model also predicts that the speed at which responses are made 
should also vary as a function of relative Go and NoGo activation states for that response 
(which in turn reflect prior Go and NoGo learning from positive and negative prediction 
errors)2. Thus, recent work has also explored temporal aspects of choice [64] in a task in 
which participants make a single response, but in which their response time (RT) is associ-
ated with different expected reward values. Despite being a completely different stimulus 
environment and task context, at the level of Go and NoGo learning results were identical 
to what we had found in earlier studies: Relative to baseline RT for each participant, PD 
patients off medication were relatively impaired at Go learning to speed RTs to maximize 
positive prediction errors, but showed intact NoGo learning to slow RTs to avoid nega-
tive prediction errors. Again, medication reversed this bias, with patients showing better 
speeding but worse slowing. This same pattern of findings was also produced by the BG 
model (without changing any of its parameters) when presented with precisely the same 
task reward contingencies, measuring the time it took to facilitate a response [64].

19.4.2  Pharmacological studies in healthy participants

We tested young (college-aged), healthy participants under pharmacological challenge 
in a repeated measures within-subject design: once on placebo, once on the D2 agonist 
cabergoline, and once on the D2 antagonist haloperidol [42]. At the low doses used in 
this study, these drugs exert their effects primarily through presynaptic mechanisms [65], 
which modulate phasic DA release [66]. Autoreceptor stimulation by D2 agonists reduces 
phasic DA release, while D2 antagonists increase phasic DA release in the BG [67–72]. In 
agreement, while on low doses of haloperidol, participants demonstrated enhanced Go 
and impaired NoGo learning relative to their own placebo state; cabergoline produced 
the opposite pattern (Fig. 19.2E) [42]. Further, a consistent pattern of findings was also 
observed in a different “probabilistic Go/NoGo paradigm” in which only a single stimu-
lus was presented in each trial and participants had to either respond (Go) or withhold 
their response altogether (NoGo) [42]. Similarly, Pizzagalli and colleagues administered 
low doses of pramipexole, a D2/D3 agonist, and found converging results in yet a dif-
ferent probabilistic reward learning paradigm [73,74]. Similar to previous accounts [42], 
the reduced positive reinforcement learning effects were interpreted as resulting from pri-
marily presynaptic reductions in phasic DA. Indeed, when our BG model was presented 
with the same probabilistic contingencies faced by humans in this paradigm, it exhibited 
very similar patterns of results [74].

2This is because the BG output computes relative Go-NoGo activity for each response, and the 
stronger the difference, the earlier the response will be disinhibited.
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19.4.3  Complications and qualifications

Despite these largely convergent results across multiple studies, populations, and pharma-
cological agents, the state of affairs is not always so straightforward. In particular, in the 
working memory domain, many studies report that the effects of DA drugs are depend-
ent on participants’ baseline working memory span [75–77]. Our previous pharmacologi-
cal study [42] showed that this baseline dependency applies not only to performance on 
working memory tasks, but also to the extent to which drugs modulate Go and NoGo 
probabilistic reinforcement learning. That is, while the above-described effects of caber-
goline and haloperidol were significant across all participants, the relative increase in 
Go learning by haloperidol was observed only in those with low working memory span, 
whereas the opposite effect of cabergoline was observed only in those with high work-
ing memory span. We [42] further reported that a series of otherwise perplexing work-
ing memory span-dependent effects of D2 drugs across reinforcement learning, working 
memory, and attentional shifting domains could all be accounted for by assuming that 
baseline span was accompanied by differences in the striatal DA system and hence dif-
ferential sensitivity to D2 drugs. Intriguingly, Cools and colleagues [78] provided direct 
evidence for this conjecture using positron emission tomography (PET), finding that dif-
ferences in working memory capacity were accompanied by differences in striatal DA syn-
thesis capacity. More recently, it was shown that individual differences in striatal DA were 
also predictive of relative learning from positive versus negative prediction errors, and 
their sensitivity to a D2 drug [79] – largely consistent with the findings and interpretation 
of Frank and O’Reilly [42]. See below for possible genetic factors that could contribute to 
these individual difference effects.

Others [80] (see Chapter 12) report data that appear to support a role for DA in Go but 
not NoGo learning. These investigators administered either l-dopa, which increases presy-
naptic DA synthesis and is the primary drug used to treat PD, haloperidol, a D2 receptor 
antagonist, or placebo to healthy participants in a neuroimaging experiment. In one stimulus 
pairing, participants could either win points or get nothing, whereas in another pairing they 
could either lose points or get nothing. l-dopa enhanced learning in the win condition, but  
groups did not differ in the loss condition. The absence of a loss effect is contrary to the 
prediction of our model, in which DA manipulation should affect NoGo learning. However, 
note that in this paradigm, reward prediction errors may be computed relative to the learned 
expected value for each stimulus pairing, such that in the “loss” condition, a null outcome 
would actually reflect a positive prediction error3. The resulting phasic DA burst could drive 
Go learning to reinforce the response made, allowing the continuing avoidance of the nega-
tive outcome. O’Doherty and colleagues [82] present imaging results consistent with this 
interpretation, showing that avoiding a potentially aversive outcome is associated with acti-
vation of the same brain regions associated with positive rewards. Thus, by this account, 
both “gain” and “loss” conditions in the Pessiglione et al. [80] study could involve some 
learning from positive prediction errors, which would explain the lack of statistical interac-
tion between conditions (and why the effects of l-dopa in the loss condition were in the same  

3This hypothesis raises an interesting dilemma: learning that a stimulus context has a negative 
expected value in the first place would require learning from negative prediction errors, so that 
this learning would have to be at least somewhat spared. However, this learning about particular 
Pavlovian state values may depend on the “critic.” This kind of aversive state learning has been 
proposed to rely on serotonin signaling rather than dopamine [82], so it is possible that one can 
learn a negative state value using that system and then, when a loss is avoided, learn from positive  
DA-mediated prediction errors to drive Go responding in order to continue avoiding the loss.
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numerical direction). Alternatively, the single low doses of drugs used in that study make 
it even more likely that the drug had preferential effects on enhancing phasic DA bursts, 
but not tonic DA, [48–50], thereby having no detrimental effects on NoGo learning. Finally, 
relative to haloperidol, l-dopa increased reward learning and brain signals associated with it 
[80]. Although this may seem at odds with our claim (based on physiological evidence) that 
low doses of haloperidol actually enhance phasic DA signals – and so should produce simi-
lar effects to l-dopa – the haloperidol dose used was quite low (1 mg, compared to 2–5 mg in 
several other studies), and did not have statistically significant effects relative to placebo.

19.4.4  Genetics

All of these findings between DA-divergent groups raise the question of whether even in 
healthy, non-medicated individuals, perhaps there are individual differences in learning 
from positive versus negative decision outcomes. Indeed, although on average healthy 
participants show roughly equal Go and NoGo learning, individual participants can still 
perform better on one measure or the other. These subgroups, which preferentially learn  
from positive or negative feedback, can be reliably distinguished according to reinforcement- 
related brain potentials using EEG [83,84] and BOLD responses in fMRI [85]. In  
principle, it is possible that these learning biases arise from a combination of psychologi-
cal, cultural, and experiential factors. Still, we reasoned that they could (at least in part) 
stem from genetic differences in BG dopaminergic function (see Chapter 14). We therefore 
collected DNA from college students and tested them with the probabilistic selection task 
[86]. Polymorphisms within three genes affecting different aspects of BG and prefrontal 
DA function were assayed. First, a genetic mutation in DARPP-32 [87], a protein that is 
highly concentrated in the striatum and is associated with striatal D1-receptor dependent 
plasticity [88,89], was found to predict relatively better Go learning in the probabilistic 
selection task (Fig. 19.3A). Conversely, a polymorphism in the DRD2 gene, associated with 
increased striatal D2 receptor density [90], was strongly predictive of NoGo learning (Fig. 
19.3B) ([86]; see also [85] for a similar D2 effect). This genetic dissociation between D1- 
and D2-mediated learning was further confirmed by a computational analysis in which 
striatal genes were found to modulate parametric learning rates from positive and nega-
tive prediction errors [86]. Moreover, the same genetic effects were replicated in another 
sample of participants in the context of the temporal decision-making task described above 
[64,91]. Together with the complementary pharmacological findings, these data provide 
very suggestive evidence in support of the specific model predictions. Moreover, they are 
in striking accord with synaptic plasticity studies mentioned above showing D1-dependent 
effects in Go neurons and D2-effects in NoGo neurons [26].

In addition to the striatal genes, the above genetic study also examined the COMT 
gene, which regulates prefrontal, but generally not striatal, DA [92–95]. Interestingly, 
this gene did not affect probabilistic Go or NoGo learning (Fig. 19.3C), but instead mod-
ulated participants’ tendency to switch stimulus choices following a single instance of 
negative feedback [86]. This last ability is presumably dependent on participants’ abil-
ity to hold trial outcomes in working memory in the face of multiple intervening trials 
until the same stimulus appears again – a function widely agreed to be modulated by 
prefrontal DA levels [96], and the COMT gene in particular [97]. Moreover, this effect is 
partially consistent with a modification of our basic BG model, which includes orbitof-
rontal cortical (OFC) interactions [33] (see below). In this model, OFC represents recent 
stimulus–reward values in working memory and can override probabilistic associations 
learned in the BG when task contingencies change rapidly. However, in that model phasic 
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DA bursts potentiate reward information in OFC, whereas DA dips potentiated repre-
sentations of negative reward values, and the COMT data help to falsify this prediction. 
Specifically, COMT met allele carriers, who have relatively elevated prefrontal DA, were 
more likely to switch following negative feedback. The reduced efficacy of the COMT 
enzyme associated with this allele reduces DA clearance from the prefrontal synapse, 
making them less likely to detect pauses in DA firing. Moreover, it is unlikely in gen-
eral (irrespective of genetics) that prefrontal cortex (PFC) would be sensitive to DA dips, 
because unlike striatum, the time constant of DA clearance is quite slow in frontal cortex 
[98–100]. Thus, future modeling endeavors that include the OFC will refine this mecha-
nism to be more consistent with other biophysical models of prefrontal DA [96,101], in 
which tonically elevated DA levels support robust maintenance in working memory, and 
other factors would signal the valence of reward outcomes.

A more recent study [91] investigated the role of these same genes in modulating the 
speed at which participants made decisions, using the same temporal decision-making 
paradigm mentioned above [64]. In a large sample of participants, the results largely  

Figure 19.3 Effects of striatal genes (A) DARPP-32 and (B) DRD2 on probabilistic Go and NoGo 
learning in healthy participants. (C) No effects of COMT were observed. (D) Genetic effects on 
learning rates derived from mathematical model fits to participant choices. At test DARPP-32 mod-
ulated learning rates from probabilistic gains (G), DRD2 modulated learning rates from proba-
bilistic losses (L), and COMT modulated learning rates (L) associated with rapid trial-by-trial 
adaptations following negative feedback during training. Source: From Frank et al. (2007) [86].
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supported our previous findings. DARPP-32 was again associated with Go learning, 
measured in this paradigm by the speeding of responses to increase reward. The DRD2 
gene controlling D2 receptor density was again associated with NoGo learning, predict-
ing the degree to which participants could slow responses to increase reward. Finally, 
the COMT gene was not associated with Go/NoGo learning, but rather was predictive 
of participants’ tendency to adapt RTs on a trial-to-trial basis, presumably attempting to 
discover the most valuable response latencies [91].

This latter result provides novel evidence for the role of PFC function, and individual dif-
ferences therein, in guiding strategic exploration. Though relatively understudied, the neu-
ral mechanisms driving decisions to explore potentially rewarding options, or exploit the 
best ones currently known, have recently been given more attention [102–105]. Daw and 
colleagues [104] presented neuroimaging evidence suggesting that anterior PFC might drive 
strategic exploration. Motivated by theoretical work in reinforcement learning [106,107], 
we hypothesized that rapid trial-to-trial RT adaptations might reflect a tendency to explore 
responses in proportion to the relative Bayesian uncertainty that those responses might 
lead to a reward prediction error. In essence, this is a model of exploratory choice based on 
always trying to outdo oneself by searching for options that might be better than the status 
quo. Intriguingly, the number of met alleles was strongly predictive of the degree to which 
participants made exploratory decisions based on Bayesian uncertainty. Below, we contrast 
this form of guided exploration with an unguided form of exploration which has also been 
suggested to manage the exploration/exploitation tradeoff [102].

The results of these genetic studies lend support to the basic assertions of the BG model, 
particularly with respect to D1 and D2 function, and also suggest an important compu-
tational role of the PFC in reinforcement learning. This latter finding is a deviation from 
our a priori network models and illustrates a key strength of combining multiple levels 
of modeling. The COMT gene findings were largely elucidated by abstract computa-
tional analysis; they pose a challenge to develop neural models which may further provide 
insights into the mechanisms responsible for computing, remembering, and using uncer-
tainty representations to drive exploration. Moreover, the abstract level of modeling has 
also provided a great deal of insight into learning mechanisms, for example, by correlating 
model variables with signals from functional imaging ([108–110]; see [111] for review).

19.5 Appended models
The basic model described above generated a wealth of predictions for subsequent exper-
iments. However, the modeled BG does not contain all of the details present in the brain. 
On one hand, this simplification is often a strength of computational modeling efforts 
in that abstraction of less critical details focuses attention on the core mechanisms that 
produce a particular behavioral pattern. On the other hand, such abstractions do not 
allow for insight into the functions of the omitted details. Attempting to strike a balance 
between these levels of abstraction, structures have been subsequently added onto the 
basic model to explore their computational contributions to the cognitive roles of the 
BG. Here we review insights gained by these modifications.

19.5.1  Subthalamic nucleus

Key among the simplifications undertaken to implement the standard model was the 
omission of the subthalamic nucleus (STN), a BG structure previously considered a part 
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of the indirect pathway [9]. Including this neural structure in the model (Fig. 19.1) in an 
attempt to account for existing data at both neurophysiological and behavioral levels [31] 
led to novel predictions regarding the role of the STN, while leaving the functionality of 
the rest of the BG Go/NoGo system essentially unchanged. Simulation and experimental 
results suggest that the STN adaptively slows responses when the conflict between them 
is high, providing valuable time to choose the best option (see also Chapter 18Chapter 18 [112]). In 
our case, this particular function was not anticipated prior to building the model, explor-
ing its dynamics, and considering their functional relevance in decision making. The 
kinds of dynamic interactions between multiple BG nuclei required for these effects to 
occur begin to provide some insights into the seemingly convoluted circuitry of the BG.

Despite previous consideration of the STN as part of the indirect pathway, it is now 
clear that the STN forms part of a third “hyperdirect” pathway that receives input from 
frontal cortex and sends excitatory projections directly, and diffusely, to the both seg-
ments of the globus pallidus, bypassing the striatum altogether [31,113–116]. At the GPi, 
these diffuse excitatory projections result in increased inhibition of the thalamus, sup-
pressing all responses, thereby acting as a “Global NoGo” signal. Projections to the GPe 
comprise a negative feedback circuit, allowing the GPe to detect overall STN activity and 
to regulate this activity via reciprocal inhibitory projections. These dynamics play out in 
the following way. First, an initial co-activation of multiple candidate responses in cortex 
leads to a burst of STN activity via excitatory projections along the hyperdirect pathway 
(Fig. 19.4A). This burst effectively raises the threshold required for striatal Go activity to 
disinhibit a response, and therefore delays responding. Finally, feedback inhibition from 
GPe reduces the initial STN surge; concurrently, striatal Go signals for the best response 
are now more active, allowing that response to be selected (as evidenced by increased 
thalamic activation in Fig. 19.4A).

Note that when multiple competing responses are potentially appropriate in cortex, 
there is greater response conflict, and this co-activation of multiple cortical units leads to 
an exaggerated initial STN surge which slows RT (Fig. 19.4B). Simulations revealed that 
this surge is adaptive, in that it provides more time for the striatum to resolve reinforce-
ment conflict and to settle on the best response given noisy activity and stochastic activa-
tion changes in the different cortical candidate choices. Thus, when the model was faced 
with a high conflict choice, whereby two responses had similar reinforcement values in 
the current stimulus context, the inclusion of the STN actually improved its accuracy at 
selecting the optimal one (Fig. 19.4C) [31]. This result is consistent with rat studies in 
which STN lesions cause premature responding in choice paradigms [117,118], and is  
also remarkably compatible with other modeling efforts based on optimal decision-making  
theories ([112]; see Chapter 18).

A recent study tested this hypothesized role of the STN in humans [45]. In this study, 
PD patients were tested while under deep brain stimulation (DBS), with their stimulators 
both on and off in different sessions. DBS is a procedure in which stimulators implanted 
in the STN reduce the tremor accompanying the disease [119]. Because DBS disrupts 
STN function (which is normally hyperactive in Parkinson’s), testing patients on and off 
DBS provides an opportunity to test the role of the STN in cognitive function. Patients 
were compared to age-matched controls and PD patients on and off medication. To 
assess decision-making ability in high-conflict trials, we analyzed test pairs with similar 
reinforcement probabilities (e.g., a choice between an 80% and a 70% rewarded stimu-
lus). Notably, all participants except those on DBS exhibited longer reaction times for 
high conflict decisions than for those with low conflict. In fact, DBS patients on stimula-
tion actually responded faster during high-conflict win–win decisions (Fig. 19.4D). When 
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the same patients had their stimulators turned off, they slowed down with conflict just  
as the other participants had. This pattern of results was mirrored in the model when 
simulating STN DBS by disrupting the STN with high-frequency stimulation or by lesion-
ing it altogether [45]. Moreover, when DBS patients chose the statistically suboptimal 
stimulus, their failure to slow down was particularly pronounced, suggesting that intact 

Figure 19.4 (A) Average activity levels across network settling cycles during response selection. Initially, 
multiple simultaneously active cortical responses excite STN, which sends a “Global NoGo” signal 
to prevent premature responding by exciting GPi. STN activity then subsides, allowing a response to 
be facilitated (as seen by increased thalamus activity). (B) During high-conflict trials, increased simu-
lated STN and premotor cortical activity were associated with longer RTs. (C) Model performance in 
a probabilistic selection task. While not differing from control models at selecting among (trained) low 
conflict discriminations, STN lesioned networks were selectively impaired at the high-conflict selection 
of an 80% positively reinforced response when it competed with a 70% response. The STN Global 
NoGo signal prevents premature responding, which allows the striatum to integrate over all poten-
tial responses before selecting one, increasing the likelihood of accurate choice [31]. (D) Behavioral 
results in Parkinson’s patients on and off deep brain stimulation of the STN, confirming model predic-
tions. RT differences are shown for high- relative to low-conflict test trials. Whereas healthy controls, 
patients on/off medication (not shown), and patients off DBS adaptively slow decision times in high- 
relative to low-conflict test trials, patients on DBS respond impulsively faster in these trials, particu-
larly when they make suboptimal choices (“errors”). Source: Adapted from Frank et al. (2007) [45].
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STN function is required to slow responses when more time is needed to resolve conflict. 
Finally, in direct contrast to these DBS effects, medication altered Go versus NoGo learn-
ing as described above, but had no effect on conflict-induced slowing. Together these find-
ings reveal a double dissociation of treatment type on two aspects of cognitive decision 
making in PD: Dopaminergic medication influences positive/negative learning biases but 
not conflict-induced slowing, whereas DBS influences conflict-induced slowing but not  
positive/negative learning biases.

Another study showed supporting evidence using neuroimaging. Under high-conflict 
conditions in a non-reinforcement task, the degree of response slowing was correlated 
with co-activation of dorsomedial frontal cortex and STN [115], as predicted by the 
model. No such correlation was observed under low-conflict conditions. In addition, this 
study showed that the STN activation is predictive of the extent to which participants 
can inhibit their motor response altogether in a response inhibition task. Such a common 
role for the STN in conflict-induced slowing and outright response inhibition is currently 
being modeled, and can provide a mechanistic account of behavioral inhibition via fron-
tosubthalamic interactions.

19.5.2  DA/NE interactions and attention deficit/hyperactivity disorder

A modified version of the basic model was developed to account for behavioral deficits 
observed in attention deficit/hyperactivity disorder (ADHD) [44,120]. The mechanisms 
underlying this disorder are heterogeneous, as are the deficits it produces (ADHD is not 
a unitary disorder, but a cluster of disorder subtypes: inattentive, hyperactive/impulsive, 
combined) [121]. Recent work implicates both DA and NE in the disorder [122,123], 
and stimulant medications used to treat it elevate striatal DA levels and frontal DA/NE 
levels [124]. Regarding DA, predictions from our model (and results from the subsequent 
experiment) support those summarized above: Stimulant medications enhance Go but 
not NoGo learning in adult ADHD participants (Fig. 19.2F), and also improved working 
memory gating [44]. As these effects are not contingent on the model modifications, here 
we focus on the role of NE in corticostriatal circuits.

Theoretical work [125,126] suggests that noradrenergic neurons in the locus coeruleus 
(LC) play a role in modulating the tendency to explore the possible actions in a given 
environment, or to exploit those currently considered valuable. By this view, high tonic 
LC activity effectively amplifies the effects of intrinsic noise and is accompanied by vari-
able reaction times and random choice behavior that affords the exploration of a statisti-
cal environment. Phasic bursting activity, on the other hand, is accompanied by focused 
attention and exploitation of currently rewarding choices, as well as a tighter distribution 
of reaction times. This theory was developed by electrophysiological data from monkeys 
and by computational work that captured the exploration/exploitation tradeoff in the gain 
of the sigmoidal activation function of simulated neurons (where low gain produces noisy 
activation, and high gain produces “sharp,” target-stimulus locked activation) [126,127].

The BG model was modified to encapsulate these NE functions and to examine how 
they might interact with the action selection and DA properties of the BG [120]. An LC 
layer was therefore added which projects to, and receives projections from, the premo-
tor cortex [125]. LC activity modulates premotor activity by dynamically changing the 
gain of the neural activation function. In the phasic mode, LC neurons fire at low tonic 
rates but cortical activity induces a phasic LC burst, which reciprocally amplifies the 
gain of the cortical units that drove the LC response, and thereby enhances activation of 
those units. Such phasic NE bursts, together with the reinforcement learning functions 
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of the BG, lead to the repeated exploitation of the strongly activated response. Note that 
it is this dynamic nature of the NE signal which affords exploitation. Perpetually high 
(tonic) NE levels would amplify premotor noise and produce random responses (i.e., 
reduced accuracy). This modulation system requires that gain be increased precisely at 
the moment when the correct response is activated.

As mentioned, there is some evidence for dysfunctional noradrenergic processes in 
ADHD, and some stimulant medications such as atomoxetine act primarily on NE with-
out affecting striatal DA [124]. In a rat model of ADHD, elevated frontal NE levels were 
observed [128,129]. Thus we posited that some ADHD symptoms might reflect tonically 
high frontal NE. In the model, high tonic NE effectively amplifies noise in the premotor 
cortical units, leading to RT variability and more exploratory behavior. In some cases, the 
model prematurely executed responses that happened to be noisily activated by premotor 
cortex at the start of the trial (in such cases, the BG had not yet facilitated the reinforced 
response). In other cases, the premotor cortex and LC activated different responses,  
slowing the reaction time while resolving the conflict between the competing responses.

A follow-up experiment tested ADHD patients on and off stimulant (DA) medication 
[44]. In the probabilistic selection task described above, these patients showed an increased 
tendency to switch responses during the feedback (training) phase, regardless of whether 
the previous choice was rewarded. Additionally, the extent of switching was highly cor-
related with RT variability in non-medicated ADHD participants, lending support to the 
single common mechanism described by the model. Critically, these putative NE measures 
did not correlate with putative DA measures in the experiment (Go/NoGo learning and 
working memory updating), suggesting that differences in these neurotransmitter systems 
independently produce ADHD deficits. While further research that systematically alters NE 
levels is needed, the computational approach outlined here makes clear predictions about 
the role of this neurotransmitter in action selection. The suggestion that DA and NE fulfill 
specific independent roles may help differentiate and treat the varied subtypes of ADHD.

Moreover, the model amendment we used to simulate the NE dysfunction suggests 
an unguided control mechanism for the exploration/exploitation trade-off. While this 
mechanism is consistent with those of other bottom-up models of the trade-off [126], it  
contrasts with our model of top-down strategic exploration discussed above [91]. We note 
that these different accounts do not necessarily require fundamentally different mecha-
nisms [105]. Indeed, top-down control structures might be required to switch bottom-up  
LC modes and drive exploratory behavior regardless of whether or not the subject 
engages in strategic exploration. However, simple modulation of bottom-up noise is a 
poor mechanism for strategizing. Adding noise would level the probabilities of making 
any choice, whereas under strategic exploration, particular options are explored based 
on their relative ability to provide new information (e.g., as a function of the uncertainty 
that they might produce better outcomes). Future research should seek to uncover the 
degree to which these potential classes of exploration are dependent on overlapping or 
completely independent mechanisms.

19.5.3  Instructional control

The majority of recent biologically motivated computational work on decision making 
has focused on learning the value of stimuli by repeatedly experiencing their associated 
outcomes over trials (for a review, see [130]). However, a body of behavior-analytic and 
cognitive work suggests that decisions based on experienced outcomes may be treated dif-
ferently than decisions based on descriptions of outcomes [131,132]. Indeed, some very 
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recent computational cognitive work indicates researchers are attending to this impor-
tant issue [133,134]. To this end, a modification of the BG model was used to investigate 
candidate neural mechanisms by which described outcomes might cooperate or compete 
with experienced outcomes [135].

To elucidate the mechanisms underlying these two routes of decision making, an exper-
imental replication of a behavior-analytic effect known as “rule governance” was utilized 
[136]. Such a preparation is useful in distinguishing the mechanics of decisions from 
experience versus those from description because it directly pits them against one another. 
In a typical rule governance experiment, participants are given inaccurate instructions as 
to the programmed contingencies they will experience in the task [137]. Intriguingly, this 
verbal “misinformation” often exerts powerful control over subject choice, despite feed-
back indicating the inaccuracy of the instructions [132,138].

In the replication of this effect, participants were inaccurately instructed that a specific 
stimulus in the probabilistic selection task would either be the most probably “correct” 
or the most probably “incorrect,” when in actual fact the instructed stimulus was paired 
with a statistically better or worse stimulus in contradiction to the instructions [135]. 
Additionally, the value of the instructed stimuli were near the middle of the distribution, 
such that roughly half of alternative stimuli in the test phase were reinforced more than 
the instructed stimulus. Over training, subject choices roughly matched the probabilities 
of reinforcement for all but the instructed stimulus. On choices featuring the instructed 
stimulus, participants initially adhered to the instructions, but they began to drift toward 
probability matching as training progressed. Nevertheless, by the end of the training phase, 
allocation of responses remained statistically in accordance with the inaccurate instructions 
rather than with the true probabilities. Interestingly, in the test phase, instructional control 
reemerged quite strongly. For example, participants instructed to pick a stimulus did so 
even when it was paired with statistically superior stimuli – including the most positive 
stimulus of the bunch that had been reinforced 80% of the time during training. This result 
is striking, given that the instructed stimulus had been reinforced in half as many trials.

In the computational account of this result, a joint PFC/hippocampus (HC) layer was 
added to the BG model, in which instructions are thought to be represented. Though 
these brain regions have well-studied neurocomputational properties [96,139], these are 
abstracted away in this model, due to the focus on their “downstream” effects at the 
striatum and motor cortex. This simplification honors the rapid, single-trial encoding 
thought to take place in the HC, and the retrieval and maintenance functions presumed 
to be housed in the PFC.

The added PFC/HC layer receives stimulus input projections, and also projects to the 
striatum and motor cortex. Instructions are modeled by giving the model one initial 
“instructed” trial in which the learning rates along the sensory input to PFC/HC and 
from PFC/HC to striatum and motor cortex are raised, and the inaccurate response is 
clamped to the output layer. This trial rapidly increases the likelihood that the model will 
make the same choice when the stimulus is seen again, just as verbal instructions do in 
human participants. Learning rates are then returned to their normal level and the model 
completes the task as usual. This instructed model demonstrates probability matching to 
all but the instructed stimulus, for which – in accordance with human participants – the  
model shows a strong preference for instructions which slowly dissipates over time, 
increasing the number of choices based on experienced contingencies.

An interesting question is whether instructional control biases the reinforcement learn-
ing system to learn the incorrect contingencies, or does it simply override the output of 
the reinforcement learning (RL) system which accurately represents contingencies as 
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usual? The two projections from the PFC/HC layer make differing predictions regarding 
the mechanism underlying instructional control. These differences are revealed in the test 
phase. If top-down instructional control is mediated by PFC/HC biasing striatal repre-
sentations, the striatum shows a preference for the instructed response over the statisti-
cally superior response. Conversely, if instructions exert their effects along the PFC/HC 
to motor cortex projection, the striatum learns that the instructions are incorrect and 
shows a preference for the statistically superior response – but this preference is “over-
ridden” at the motor cortex.

Subsequent abstract “Q-learning” model fits to individual subject data supported the 
notion that the striatum is biased to learn the incorrect contingencies rather than being over-
ridden by the PFC/HC [135]. Further, a very recent cognitive model [134] independently 
investigated a similar effect and came to similar conclusions. Nevertheless, the fate of these 
two hypotheses awaits biological evidence to discriminate between them.

19.5.4  Orbitofrontal cortex model

The orbitofrontal and ventromedial cortices are commonly implicated decision-making 
structures [140–142], considered vital in flexible representation of reward value in repeated 
choice tasks [143,144]. A modification of the basic model sought to integrate this frontal 
brain structure into the BG model to elucidate its computational role in reinforcement learn-
ing [33]. This modification consisted of adding two OFC capacities: the ability to bias striatal 
representations (in a manner similar to the instructed model) and working memory capacity, 
which allows the model to hold recent response outcomes “online.” In conjunction, these fac-
ulties allowed the model to perform well on a number of tasks on which the basic BG model 
failed (such as rapid reversal learning and a reduced version of the Iowa Gambling Task). 
Success on these tasks requires flexible weighting of the magnitude aspect of reward struc-
ture, such that it can influence decision making above and beyond the influence exerted by 
contingency probabilities. Current evidence has only partially supported this model [86] – as  
mentioned above, the precise function of DA in PFC will need to be revisited and subject 
to further biological constraints and empirical data. However, the two central ideas embed-
ded in the model continue to be well supported. The first mechanism, that OFC supports 
rapid trial-to-trial adjustments based on changes in stimulus outcome values and is sensitive 
to working memory-like delays, is consistent with recent lesion data [145,146]. Similarly, the 
notion that OFC encodes the highest relative reward values is consistent with neuroimaging 
and electrophysiological data [104,147,148]. Finally, via (admittedly indirect) genetic meth-
ods, our data in a temporal decision-making task support the idea that prefrontal magni-
tude representations (which would be enhanced in met allele carriers) are required to offset 
the probability bias learned by the BG. Specifically, strong D2 receptor genetic function was 
associated with a bias to avoid high probability negative prediction errors, despite high- 
magnitude rewards in the low-probability trials. In contrast, met allele carriers showed greater 
sensitivity to reward magnitudes, and were able to compensate for this probability bias [91].

19.5.5  Working memory and dorsolateral PFC

Though we have discussed primarily the action selection functions of the BG that respond 
to decisions with a motor component (i.e., deciding which button to press in an experi-
ment), the BG is also involved in endogenous decisions [4,5]. Among our modeling efforts, 
we have also investigated the working memory functions of the BG [28], which rely on the 
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identical BG action selection mechanics described above. However, instead of facilitating 
response selection among a pool of potential actions, the BG serve to choose which contents 
should be gated into dorsolateral PFC, to be subsequently maintained in working memory. 
These models build on earlier suggestions that phasic DA signals support gating directly in 
PFC [27], but assign a critical role to the BG in selective updating and learning. As these 
modifications are reviewed elsewhere [149,150], we do not cover them at length here. 
Recent evidence in neuroimaging [151] and in PD patients [152] has supported the role of 
the BG in gating working memory representations, as well as modulation by DA, suggested 
by our model [4,28]. Further, in the ADHD study mentioned above, the effects of stimulant 
medications on relative Go/NoGo learning were correlated with their efficacy in improving 
working memory gating [44], supporting a common mechanism at the level of the BG.

19.6 Conclusion
Computational neuroscience can be undertaken at a wide range of levels, from the fine-
grained details of dendritic geometry and ion channels to the overarching computational 
goals Bayesian analysis seeks to clarify. The network models reviewed here occupy the mid-
dle of this spectrum, and therefore omit many fine-grained details of the biology, and do not 
attain the elegance and simplicity of some cognitive models. Models at either end of this spec-
trum, however, are of limited use in elucidating the biological mechanisms by which cognitive 
processes occur. By focusing our modeling in the middle of this range, we make contact with 
biology at one end and cognition at the other. Though no approach replaces the need for any 
other, we have shown how models at this level have made significant progress in understand-
ing the learning and decision-making functions of the BG. Further, by integrating models at 
various levels of analysis new insights can be gained, informing models at all levels.
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